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Abstract

In addition, the rendering of an object mapped with a preexisting image, such as a digitized one, has been improved using
dedicated techniques [3, 8, 2, 1]. We are interested in the case
of 2D textures. In general, there is no natural mapping from the
texture to the object: the image is necessarily distorted (see [13]).
Also, there is a need for interactive tools to help the user define
how to map a pre-defined image onto a surface, or to improve
a mapping function. We present new methods for solving these
problems.

This paper describes a new approach to texture mapping. A global
method to lower the distortion of the mapped image is presented;
by considering a general optimization function we view the mapping as an energy-minimization process. We have constructed an
interactive texture tool, which is fast and easy to use, to manipulate atlases in texture space. We present the tool’s large set of
interactive operations on mapping functions. We also introduce
an algorithm which automatically generates an atlas for any type
of object. These techniques allow the mapping of different textures onto the same object and handle non-continuous mapping
functions, needed for complicated mapped objects.

We first propose, in section two, a mathematical formulation
for the distortion of the mapped image. After deriving a general
formula for the deformation energy, we describe simplified formulae, fast enough to be used inside an interactive loop to improve
the mapping function.

CR Categories and subject descriptors: I.3.3 [Computer Graphics] Picture/Image Generation. I.3.7 [Computer Graphics] Graphics and Realism
- Color, Shading and Texture.
Additional Keywords: Texture Mapping, Texture Map Distortion, Realistic Rendering, Interaction.
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Section three is devoted to the notion of an atlas, derived
from a mathematical notion and adapted to the special case of
textures. In the first subsection curvature is used to build an
ultrametric for automatically creating atlases on any object. In the
second subsection a set of interactive functions is presented for
manipulating atlases.

Introduction.

Texture mapping is a method in Computer Graphics to enhance
the richness of computer-generated images [3, 13]. A texture is a
2D image to be mapped onto a synthetic 3D object. The 2D space
of the texture image is often called texture space. Each point on the
object has to be associated with an element in texture space. One of
the first algorithms used the parametric representation of patches
to find texture addresses [3]. With this method, some problems
may occur at the junction of two patches [4]. Another method is to
project the texture onto the object using an intermediate 3D shape
like a box or a cylinder [2]. Also, some applications have been
developed to provide direct drawing onto the object, in which the
user interactively modifies the texture via the mapping function
[12].

We address only the case of polygonized surfaces. This simplifies the definition of the mapping function to one that depends
only on the position in the texture plane of the points associated
to all vertices. Our texture mapping tool is designed for a naive
user who is not necessarily a specialist in image synthesis. The
interface is very intuitive for the basic functions, and also provides
some control structures which free the user from repetitive tasks.
This program could be used, for example, by fashion designers to
map woven or leather textures onto polygonal surfaces describing
shoes, clothes or seats.
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Deformation measures.

The first problem one has to solve when mapping textures is to
define the quality of the final rendered object. We propose to measure the distortion introduced by the mapping as the deformation
energy E . In the first subsection, we derive a general formula for
E . We then propose, in the following subsections, a simplified
formula for E , whose minimization can be done in real-time, and
which gives very good visual results.
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2.1

General formula.

Suppose that the surface on which we want to map textures is
defined by a parametric function:

:U !E
U being an open set of IR 2 and E Euclidean ordinary 3-space: to
each point (u; v ) of U ,  associates a point (u; v ) on the surface;
 thus defines a trivial mapping function onto the surface (for
example, in [5], the surface is a bicubic patch, and the mapping
function is exactly given by the parameterization). It should be
noticed that any regular surface can be defined in this way, at least
locally.

=

Fig. 1: Two squares of elastic material with different values of
were stretched in u direction.

If the texture is to be mapped onto an elastic surface, one can
measure the deformation of the texture through  by computing
the elastic deformation of the planar section when one applies 
to it. We use the first fundamental form I [9, chap 2.5, 4.2]
to measure at each point (u; v )
U the differences of lengths
and angles between the initial plane and the tangent plane of the
surface. Denoting by  the Jacobian Matrix of , we let

r

(1)

In particular, I is the identity matrix of IR 2 if and only if  is an
(infinitesimal) isometry, which means that the mapping function
does not distort the image. Let Id be the identity matrix of IR 2 ,
and
be any norm defined on the set of 2 2 matrices. We
can take as a measure of deformation energy at a point (u; v )
of parameter space the quantity I (u; v ) Id 2 , known by
mechanical engineers as the Green-Lagrange deformation tensor.
The deformation energy E can then be defined over the whole
underlying set U since
ZZ
ZZ
2
I Id dudv =
e 2 d ud v
E (U ) =
(2)

jj jj

2.3



jj

U

jj

jj

jj

U

U

@u

M1

M2

m1

m2

A
M3

m3

@v

Fig. 2: Locally, the mapping function is an affine application A
which associates triangle M1 M2 M3 with triangle m1 m2 m3 . It is
the inverse function of .

(3)

If the surface is defined locally by non-overlapping regions, then
the total energy P
is obtained by summing all the energies of each
region Ui : E = i E (Ui ).

2.2

Triangulated surfaces.

jj jj

This equation can be written as (see Appendix A):
ZZ
2
2
E (U ) = ( @ 1)2+ 2( @ @ )2+ ( @ 1)2 dudv
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one stretches it along u. With  = 0 the deformation in u and v
are independent. Figure 1 shows the influence of the sign of  on
the shape of a deformed object. Equation 3 correspond to the case
 = 0,  = 1. For texture mapping, except in very special cases,
the best results are obtained with by setting  = 0. It is important
to note that two symmetrical surfaces have the same deformation
energy. This implies that it is not possible to determine whether
the mapping function inverts the image or not. We will show in
section 2.4 that this may lead to problems.

2

I (u; v) =r  t r

 = 15 .

1
.
5

The deformation of the mapped image can be computed by
evaluating the deformation of each triangle. As a result, the
parametric function  is affine (see figure 2), and its gradient is
1; 2; 3 , for
the associated linear map. Write Mi and mi , i
the vertices in IR 3 and their associated positions in texture plane.
Then  is defined by nine numbers. If the previous formula is
expanded, the total energy can be expressed as the sum of rational
fractions of mi , with numerator of degree 8 and denominator
of degree 6. To find the best mapping function, one has to
find the coordinates of all mi ’s that minimize this energy. The
solution can only be computed numerically, using an optimization
method. The efficient algorithms need to know the gradient of
the energy. Even in the simplest case of triangulated surfaces, the
expression is complex and long to process. One can remark that
most of the existing finite element programs are built to treat linear
elasticity . They are highly optimized, but cannot be used to solve

2f

Interpretation in the Linear Theory of
Elasticity.

We may imagine that our surface is made of rubber, and that
we want to deform it in such a way that it can be equated with
the texture image. If the material is isotropic, the elastic energy
depends only on two parameters  and  (see [17, 6]). Writing
tr(e) for the trace of matrix e (the sum of its diagonal terms), then:
Z Z
 tr(e)2 +  tr(e2 )
E =
(4)
U2

assuming that  +  > 0 and  > 0, which express that E is
positive definite. Since only the ratio  is significant for comparing
mapping distortions, we can take  = 1. The coefficient 
characterizes how the material is deformed orthogonally to the
direction of a tensile stress. All existing materials have a positive
, referring the fact that any object shrinks in direction v when

g

 Although in linear elasticity theory, the displacement of any point is
supposed to remain small compared to the object, this is not the case in a
rotation, for example. Such an approximation gives very bad results when
applied to texture mapping.
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texture mapping problems. Thus, to be fast enough for interactive
applications, the optimization process requires a simplified form
of the energy equation that we present below.
In [1] a flattening algorithm is proposed for parametric patches.
It is based on a relaxation procedure and runs incrementally.
We want to find a global minimum for any type of polyhedral
surface, using energy-minimization techniques. The method to be
presented here will tackle the problem from a different point of
view.

2.4

Fig. 3.a: Object 1 and object 2

A simple, distance based energy.

If the surface is triangulated, its first fundamental form is completely characterized by the length of its edges. Furthermore, the
lengths measured in IR 3 and in the texture plane are all the same
if and only if the mapping function is an isometry. This is a
consequence of the fact that two triangles are isometric as soon
as their three edges have same lengths. Let’s introduce the length
energy El . The simplest form of energy that preserves length is
the following:

X
mi mj 2 Mi Mj 2 2
El =
(5)
2
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Fig. 3.b: The two maps.
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Using the squared norm gives us a simple form for the gradient.
El represents the energy of a spring net initially lying on the
surface, and for which each spring induces a force proportional to
the square of the distance (instead of the distance, as for classical
springs). This give a higher energy for the most elongated springs
than is given by the classical spring response, and thus increases
the mean elongation, but lowers the maximum elongation. The
final state is not very different from what would be obtained
with standard springs, but using this formula we obtain a faster
optimization algorithm. Normalization (that is, dividing by the
term Mi Mj 2 ) is chosen so that the energy does not change
when the surface is subdivided by splitting each triangle into
four similar parts. Without such a normalization, an object with
very different face sizes would not be processed correctly. This
would be the case, for example, if the surface is constructed from
hierarchical splines.

jj

Fig. 3.c: Rendered objects.
Fig. 3: Problems with length based energy.
orthogonally mapped into texture space: the contraction becomes
too high at the center and the best solution to preserve the lengths
is to ‘‘fold’’ the map. This is a direct consequence of the fact that
the energies of two symmetrical triangles are the same. The same
problem occurs with linear springs. If one compresses a spring
along its axis, it bends and its projection onto its axis may overlap.
This phenomenon is named buckling (see [7]) in elasticity. The
final result is chaotic, in the sense that compressing two almost
identical springs may produce two very different results.

jj

The two main problems with energy measure El are that,
firstly, the final state of the map becomes unstable when the
object is complex. We can see for example in figure 3 that the
symmetry along the X and Y axes is broken in the map. The
result may depend strongly on small numerical errors. Secondly,
the rendering is poor when some triangles have reversed their
orientations. The patterns are multiplied, and grouped by triples,
with opposite orientations. Such a final state is not acceptable.

Taking the symmetry of formula 5 into account, the part of the
energy depending on point i is:

X
mi mk 2 Mi Mk 2 2
El = 2
(6)
2
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The energy gradient is a degree three polynomial:
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2.5

A surface and length based energy.

To solve the problem of overlapping regions in the texture map, a
second term can be added in the energy formula. It is chosen so
that wrongly-oriented triangles will have a high energy. Energy
Es is defined using the difference of signed areas for each triangle.
It can be computed with cross products in IR 3 and determinants in
the texture plane. The final energy is a linear combination of El
and Es . By default we take the arithmetic mean.

This form of energy is easy to compute and gives good results
as long as the surface is simple. But when the surface is difficult
to map (when the total curvature is too large), some triangles
reverse their orientations. One can notice this effect in figure 3.
In figure 3a we show two objects: object 1 on the left and object
2 on the right. Object 2 is just object 1 with a little band added
near the equator. In figure 3b we see the results of minimization,

h

Es
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! MiM!j ^ MiM!k
Mi M!j ^ Mi M!k

det(mi mj ; mi mk )

Mi Mj Mk triangle

i2

visual effect is obtained by tuning
cases, = 12 is satisfactory.

For this definition, the surface is implicitly supposed to be orientable, and with all triangles Mi Mj Mk described in a direct
sense, according to the normal. Again we normalize Es . The

There are still some objects for which optimization with any
value of would give bad results. In these cases, the problem
results from the fact that the object is too complicated to be
mapped with a single image. The solution is then to use atlases, as
we will show in the next section.

3
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Use of atlases.

As we have noticed in the previous section, a global continuous
mapping function may excessively distort the image of a complex
or a highly curved object. The natural way to solve this problem
is to split the object into several independent regions. The practice
has been to do so implicitly using the construction of the object.
For example in [16], a textured teapot is split into three parts
whose shape comes from the patch description. To be as general
as possible, we disconnect the texturing regions from the 3-D
representation of the surface: the user may want to represent a
surface mapped only partially (for example, an object with a logo
stuck on), with different textures, such as a patchwork, or with
local discontinuities (as on some clothes). Thus we introduce a
data structure called an ‘‘atlas’’ which is derived from the notion
of atlas used in differential geometry [14, 21]. In our case, an atlas
is composed of a set of charts 1 ; :::; n , where each i is an
application from a subset Ui of the surface to the Euclidean plane,
such that:

T exture

=

f

=

between 0 and 1. In many

0

g

 fU1 ; :::; Un g is a cover of the surface,
 each i is continuous inside the faces, and discontinuities are

allowed along edges

 for i 6= j , i and j do not overlap except on the edges.

Each chart is associated to its own image. The words atlas
and chart have here slightly different meanings than the ones
mathematicians give them, due to differences in the regularity
and boundary conditions, but the main idea of atlases is kept: the
covering of a surface.
Good atlases are closely linked to the geometry of the object and
can be difficult to build. Hence in the first subsection we present
an algorithm to automatically build an atlas from scratch. Then we
describe in the second subsection an interactive tool which makes
easy the manipulation of atlases and of texture mappings for a
given polyhedral surface.

1
= 2

Fig. 4: Object 2 from figure 3 optimized with E = El + (1
)Es .
dimensions of El and Es are identical, which justifies the final
form:
E = El + (1 )Es
where

3.1

A creation tool.

To automatically define an atlas, it seems natural to use the
curvature information: a surface is developable (isometric to a
plane) if and only if the curvature matrix has a zero determinant
[9, pp. 194-197]. In fact, a first rough subdivision of the surface
in buckets is made using only the normal vectors of the surface
and then the curvature information is used to control the merging
of adjacent buckets and obtain the atlas. Then the regions are
flattened on the texture plane (a more detailed description of the
whole process can be found in [15]). The curvature information is
essential in our computation. Let us describe first how we proceed
to get this information.

is a real coefficient to be taken between 0 and 1.

r

Gradient E is a degree three polynomial in xi and yi which
can be quickly computed. Thus, a conjugate gradient method can
be used to find the best mapping function [18].
Case = 1 correspond to El and is not satisfactory. Figure 4
shows that = 0 is not good either. The problem is that there are
an infinite number of triangles with the same surface. In particular,
when a vertex is translated in a parallel direction with the opposite
edge, the surface does not change. This explains why triangles
appear so stretched close to the border of the object. However, we
have measured the surface differences surface, and our experience
is that the differences between planar and 3-D triangles was less
than 0:1%. A good result is obtained in figure 4 by combining
both terms of the energy. Depending on the geometry, the optimal

3.1.1 Computing the curvature.
There exist precise but costly algorithms to compute the curvature
of a polyhedral surface [19]. Since interactive visual feedback is
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Fig. 6: The battered surface is represented by the buckets whose
connectivity graph is on the right of the figure. One can see how
this surface is simplified: only 6 average directions are kept from
the initial surface.

S2
Fig. 5: Uniform cover of the sphere

S 2.



: average of directions of maximal curvature.
Besides these geometric attributes, we use the connectivity graph
defined in the last subsection. Between two neighboring
buckets 1 and 2 we introduce the similarity d ( 1 ; 2 ):

G

one of our main goals, we designed a very fast algorithm, whose
results are accurate enough for our needs. Let u be a tangent
vector to the surface and N the Gauss map [21] which associates
to each point of the surface the unit normal vector at that point.
The unit normal vector is represented as a point on the unit sphere
2
. Curvature in direction u is defined by the formula [9, pp.
135-151]:

N

S

C (u) = u  dN(u)

d(

(7)

R1 ; R2 )

1
1

N
N jj
2
2

jN  j)2 + (1 jN  j)2
1

2

=

min

1 2R1

;

2 2R2

d(

1

;

2)

Given a threshold value d, we build a segmentation of the object by
merging all region whose distances are below d. The edges of the
connectivity graph are sorted with respect to their corresponding
similarity values in a preprocessing phase in which we sort the
edges of graph
according to d. The selection of the n first
edges on the connectivity graph will trigger n successive unions
of the adjacent regions associated with the edges. The user can
then choose the number of charts in the atlas by selecting a number
corresponding to the number of edges in
.

G

case of non-planar facets, all differences Ni N are projected
in plane . Coefficients of curvature are then computed using a
least-squares method. The reader is referred to Appendix B for
the details.

G

P

3.1.4 Flattening the regions.
Once the segmentation is computed, the last step is to flatten the
regions in order to define the charts. We use a region growing
algorithm in which new faces are added in such a way that the
surface’s geometry is not distorted too much and so that the final
energy of flattened pieces not too high. We first pick up one face
of each region, orthogonally flatten it with respect to its normal,
and then depth-first traverse the faces graph from the initial facet.
For each new vertex Mi adjacent to two already fixed points, the
location mi of Mi in texture space is computed taking the average
of the Ajk (Mi ) over all the triangles Mi Mj Mk such that

S

The Gauss map defines for each surface a partition of 2 into areas
of various densities. To efficiently define an atlas of connected
regions related to curvature information, we introduce the buckets
induced by a homogeneous cover of 2 as shown in figure 5:
the buckets are the maximal connected regions of the surface,
composed of faces which normal vectors belong to the same
element of .

C S

G

A connectivity graph B is built from the sets of buckets, adding
an edge between two buckets when they have a common boundary
(see figure 6).

1. Mj and Mk have the corresponding points
texture plane and

mj and mk in

2. Ajk (Mi ) is such that the following two triangles are similar:

3.1.3 Merging of buckets.



To keep control of the distortion when merging two adjacent
regions of the subdivision, we define a notion of similarity on
the set of buckets. To each bucket we compute the following
information which will be used in defining the similarity:

N

2 ) = (1

d(

L
P
f g
!
L(GSi) draws nearer to Ni N . Formula 7 shows that the matrix
of the linear map L is also a curvature matrix. To eliminate the

C

N

jjN

An ultrametric (see [10]) on the set of regions is then defined by:

We use finite differences to approximate derivatives. Normals
must be evaluated at three close, non-aligned locations to evaluate
the three coefficients of the curvature matrix  . We use smoothed
normals coming from the rendering procedure. We put normal N
at the center of gravity of the face, G. We get the point G, normal
N , and a set of vertices Si associated to normals Ni . With this
data we seek to evaluate d N: we must find a symmetrical linear
map in the tangent plane = (G; N ?) such that, for all i,

3.1.2 Subdividing the surface.

1;

=



: average of normal to faces in bucket .

the triangle defined by the projection of Mi
orthogonally w.r.t. the face Mi Mj Mk and

Mj

and

Mk

the triangle (Ajk (Mi ); mj ; mk ).

This atlas creation algorithm is useful if the surface is complex,
but it may not be entirely satisfying. For this reason we provide the
set of interactive functions to manipulate atlases described below.

 Three coefficients because the curvature matrix is symmetric.
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3.2

An interactive tool.

3.2.3 Interactive functions.

As emphasized in [12], interactivity is important when texturing
3D shapes.

To modify an existing atlas, the user is provided with several types
of interactive functions which operate in the texture plane.

3.2.1 Drawing an atlas.

Positioning functions let the user adjust the scale, stretch, angle
and position of the whole atlas or of each chart using linear transformations. Finer-grained operations are obtained by selecting
only a group of sectors. A function to align a set of sectors in
the x or y direction is also provided. This simple function is very
useful when one wants the edges of the charts to exactly match
the border of a texture.

Left

Above

Texture

Perspective

The constraint function marks sectors for the optimization procedure. Sectors can be fixed in x, y , or along both axes. With
this function, one can adjust sectors in the mapped image so that a
specific pattern lies precisely on a given place of the surface, and
let all the rest of the texture be optimized.
The cut function defines discontinuities in the charts. Cuts
can be seen as the snips of a tailor’s scissors inside the piece
of material that may stretch or shrink during the optimization
procedure. The user gives a path along the edges which must not
self-intersect. The chart is then possibly separated into several
charts, or may be only internally cut.

Fig. 7: Sphere portion associated with a two-charts atlas.
To visualize an atlas on the screen, we use two displays, one
showing a wire frame projection of the polyhedral surface and
the other showing the chart represented by the same network of
polygons after the mapping transformation (see Figure 7). The
chart is put in a special Texture view. The current chart and the
selected points are highlighted in all the views.

The merge function reconnects charts along a given path. Faces
connected do not necessarily belong to different charts. The user
can either select the connection path, or pick two charts and let
the program find the common edges and the best displacement to
attach the first chart to the second.

3.2.2 Data structures.
To compute the texture mapping inside a face, the positions in the
texture plane of all of its vertices are needed. Then, the rendering
is computed using an algorithm similar to color calculation for
Gouraud shading [11, 20]. Since local discontinuities are allowed
along edges, a vertex may have as many 2-D positions as there
are faces adjacent to it. Thus, an atlas depends on the location
in the texture plane of the angles (vi ; fj ) where vi is a vertex
belonging to face fj (see Figure 8.a). To avoid redundancies,
angles are regrouped in sectors: sets of connected angles for
which the mapping function is continuous (see Figure 8.b). The
mapping function is then defined by a position in the texture plane
for each sector. All sectors belonging to the same vertex are
stored in a linked list. Pointers to the list heads are stored in an
array associated with the 3-D vertices of the surface. Access to a
sector and data structure modifications can be computed in almost
constant time.

A3

The optimization function improves the charts, taking into account the user specified constraints. Parameter of the energy
can be adjusted for special cases.
Note the difference between the constraint and the merge function: using the constraint function, one may fix sectors together
corresponding to the adjacent path of two charts, producing the
same visual result in a texture space as a merge between these two
charts. But a call to the optimization function will lead to different
results:



when the charts have been merged, the optimization is performed on the resulting charts and globally reduces the distortion.
The sectors belonging to the common path may have moved during
this process.



on the other hand, when the sectors of the common path have
been fixed together, two optimization processes are performed
independently, one for each chart, keeping the fixed sector in the
same position in the texture space.

S1

A2

4
A1

The tool we have described has been built principally for static
objects. Nevertheless, it appears that special effects in animation
could be obtained very easily.

A4
A5

Fig. 8.a:

A6

S2

Applications in the field of animation.

S3

One example consists in moving and distorting some charts of
the object. The result is a sliding texture onto a fixed shape. For
example, one can draw a scrolling text onto any shape by simply
translating down the chart of the object.

Fig. 8.b: sectors

Fig. 8: Case of a vertex corresponding to three sectors and six
angles.

Another example involves interpolated objects. In this case, it is
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generally difficult to obtain a deformation that mimics an elastic
deformation. Optimizing the mapping function with the criterion
described previously can replace the 3-d elasticity system by a
2-d optimization which is simpler and faster. To obtain a realistic
deformation of a textured object, one has to optimize the chart of
the undeformed object, then apply any geometric transformation
to it, and optimize again constraining the edge points not to move.
This constraint corresponds to the fact that the piece of texture
used for the object does not change with time. We made a short test
animation in which the deformation was obtained by interpolating
between key-objects, and it appeared that the mapping function
could also be interpolated, thus requiring only a few optimizations,
one for each key.
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A Derivation of equation 5.



All norms on the vector space of 2 2 matrices being equivalent, we take
the Euclidean norm. It is basis independent because an easy calculation
1
t
= tr(
) 2 , tr being the trace i.e. the sum of diagonal
shows that
coefficients. Now
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same basis, being the origin. By the definition of , the projection of
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Fig. 9: Classical projections and optimized atlas.
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